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ABSTRACT 

 

Detailed and complete data on physical assets are 

required in order to adequately assess environment-related 

risk and impact exposure and the diffusion of these risks and 

impacts through the financial system. Investors need to 

know where the physical assets (e.g., power plant, factory, 

farm) are located of companies in their portfolios, and what 

their polluting characteristics are. This is essential to 

manage these environment-related risks and to channel 

investments to more sustainable alternatives. At present, 

data on physical assets is typically incomplete, inaccurate, 

or not released in a timely manner. As a result, key 

stakeholders including asset owners, asset managers, 

regulators and policymakers are frequently forced to make 

crucial decisions with incomplete information. Accurate and 

comprehensive global asset-level databases are a 

prerequisite for meaningful innovation in green and digital 

finance. They provide the link between the financial system 

and the “real economy” and allows the wealth of EO 

datasets and insights that we have available to be made 

actionable for sustainable finance decision making. We 

created a framework to derive a global database of pollutant 

plants, such as cement, iron, and steel, which represent 

about 15% of the global CO2 emissions. Our solution makes 

use of state-of-the-art deep learning architectures coupled 

with Earth observation data. 

 

Index Terms— Spatial finance, remote sensing, deep 

learning, pollutant industry 

 

1. INTRODUCTION 

 

It has been argued that the world is the way it is, not because 

of a lack of good ideas but because of the difficulty in 

implementing the good ideas. To meet the less than two 

degrees scenario agreed in the Paris Agreement on Climate 

Change and the climate resilient economy within the 

Sustainable Development Goals of 2015, we need to focus 

on the less romantic and more administrative procedures 

that enable the managing of carbon intensive industries and 

increasing risks from intensifying climate related natural 

disasters. Mechanisms for reporting different industry assets 

are scattered in a wide range of locations from company 

disclosures to governmental agencies to other voluntary and 

public databases. These are often very poor quality in terms 

of both spatial and temporal coverage, and accuracy [1]. 

 

The globally updating availability of Earth observation (EO) 

satellite datasets offer a huge opportunity in this sphere. 

Integrating geospatial data and analytics with financial 

theory and practice is at the core of the Spatial Finance 

Initiative (SFI). This study, also called GeoAsset 

Framework, is a collaboration led by SFI, with the ambition 

to enable a more climate resilient and sustainable global 

economy, by bringing together research capabilities in 

space, data science and financial services [2]. The initiative 

has recently been established by the Alan Turing Institute, 

Green Finance Institute, Satellite Applications Catapult, and 

the University of Oxford. 

 

Indeed, a more up to date and accurate asset-level data 

enables regulators, investors, and governments to better 

manage different types of environmental risk, opportunity, 

and impact. Asset-level data is defined as information 

describing different asset properties associated with its 

ownership information. The ambition of the first phase of 

the project is to improve the global asset dataset information 

within steel and cement industries, with more accurate 

location information, age, production process and capacity, 

and rate of utilization [2]. 

 

The GeoAsset Framework aims to investigate the feasibility 

of improving the spatial and temporal coverage of these 

asset-level datasets in pollutant industries by combining 

latest Earth observation datasets with state-of-the-art 

machine learning techniques. In this paper we focus on 

cement, often named the ‘glue of progress’ in construction 

industry. Its production cycle comprises three main stages, 

as also shown in Fig. 1 [3]: 
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Fig. 1. Components of cement production cycle. (c) 2007 

Encyclopedia Britannica 

 

1. Preparation of raw materials where limestone and 

silica-bearing minerals (clay, shale) are quarried 

and ground into a fine powder called raw meal 

 

2. Raw meal is heated in a kiln at temperatures as 

high as 1450 °C - chemical bonds of raw materials 

break down to produce clinker (calcined 

limestone): - significant amounts of carbon dioxide 

(CO2) are released during this process 

 

3. Clinker is crushed and grounded into a fine powder 

in a cement mill and mixed with calcium sulphates 

(gypsum or anhydrite) to create cement 

 

Several production parameters can be inferred with satellite 

data or through company disclosure. While the final 

database comprises asset locations, ownership, and plant 

production type and capacity, in this paper we focus only on 

the asset localisation.   

 

 

2. DEEP LEARNING EXPERIMENTS 

 

The derivation of pollutant assets with remote sensing data 

requires several steps to be performed, briefly described 

below. 

 

1. Training dataset derivation. Training data has 

been retrieved through curating existing global 

datasets. Specifically, two sets of asset locations, 

i.e. coordinates, from Open Street Maps and the 

Global Cement Directory, have been used. The 

final training set has been validated and manually 

refined though visual inspection in Google Earth. 

 

2. Remote sensing data preparation. A sub-

objective of the project is the understanding of the 

best source of data for the dataset derivation. To 

this scope, both open-source Earth observation 

data, from the Sentinel-2 and Landsat-8 mission, 

and commercial data, from the Worldview 

constellation owned by Maxar, are exploited. The 

analysis takes into consideration both data fit and 

economical consideration for the deployment at 

scale. The three datasets are used to create image 

chips according to the algorithm described in the 

point below, and specifically: 

- Sentinel-2:  300x300 pixels, RGB bands 

- Landsat-8: 300x300 pixels, TIR bands 

- Worldview: 256x256 pixels, RGB bands 

The image chips are extracted for assets in China, 

where all data science experiments are taking 

place, and a set of negative examples, e.g. over 

quarries and other landcovers, are also created. 

 

3. Deep Learning (DL) Tests. Several DL 

architectures with the EO imagery at different 

bands and resolution are carried to evaluate the 

suitability of different remote sensing missions and 

eventually decide for the technique used in the 

deployment at scale. 

a. High-resolution optical imagery (RGB). A 

Convolutional Neural Network, and 

specifically U-Net, is used for this 

experiment. A manual image chip 

masking, with positive (plants) and 

negative (quarries) is specifically made for 

the test. A limited dataset over China, 

with 66 plants (51 train/15 test), and 115 

quarries is used.  U-Net generated maps 

with a confidence pr(plant)>0.3, and:  

▪ U-Net recognised 5 of the 6 

plants with red Silos and/or large 

buildings with red roofs (true-

positive) 

▪ U-Net failed to identify any 

visual cues for 10 cement plants 

(false-negative) 

▪ U-Net marked plant like objects 

in 5 chips off site (false-positive)  

▪ U-Net did not mark objects in 

110 chips off site (true-negative) 

A detection example in shown in Fig. 2.  

 

b. Medium-resolution optical imagery 

(RGB).  Several DL architectures have 

been tested with Sentinel-2 data 

(DenseNet161, ResNet50, VGG13, 

Ensemble). The architecture choice is 

based on maximum recall, i.e. coverage of 

actually positive samples. The architecture 

that provided with better detection results 

is DenseNet161, with the performance 

statistics in Table 1.  
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Fig. 2. Exemplary CNN results over two test sites in China 

with high-resolution optical imagery. The example in the 

above shows a cement plant (positive) in the image chip, 

and the one below a cement plant (positive) and a quarry 

(negative), both detected and masked. The detection results 

are shown at the right, with the correct detection of the 

plants.     

  

 

 
 

Tab. 1. DenseNet161 performance statistics. The model is 

trained with three classes: cement (positive), steel (positive), 

landcover (negative). 

 

 

c. Medium resolution optical imagery (TIR). 

Early DL tests with Landsat-8 thermal-

infrared bands (TIR) have been carried. 

The physical principle behind the 

experiment is the exploration of the 

variation of temperature for the assets in 

time, as shown in Fig. 3. For this 

experiment, ResNet-50 has been chosen as 

architecture. The performance statistics 

are shown in the confusion matrix in Fig. 

3, where a good cement and negative 

detection performance – and a poor steel 

detection one – is demonstrated.      

 

 

3. DEPLOYMENT AND DATABASE DERIVATION 

 

The DL experiments carried and described in Sec. 2 showed  

that DL coupled with EO imagery can bring to a good 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 3. Exemplary CNN results over one test sites in China 

with Landsat-8 thermal bands. The thee figures in the top 

show the test case and the asset temperature in a winter and 

spring month, with a clear increase in temperature in 

January 2018 compared to April 2018. In the bottom, the 

performance statistics are shown in form of confusion 

matrix.   

 

 

detection of cement assets. The final strategy employed for 

the deployment at scale and the derivation of the complete 

and global dataset has been chosen as a compromise 

between the accuracy derived from the experiments and the 

cost of the operation. Given that medium-resolution optical 

imagery experiments are still in a preliminary stage and that 

high-resolution optical imagery experiment showed a 

limited gain compared to the medium-resolution one, we 

opted for the latter one, but we kept high-resolution imagery 

for coordinate refinement. Specifically, we adopted a two-

step approach, with a macro-localisation of the assets, i.e. 

the detection of the broader area of the asset, with Sentinel-2 

RGB data, and a micro-localisation of the asset, i.e. the 

derivation of exact coordinates, with Maxar data. While the 

fist localisation makes use of DL, the latter and final 

localisation makes use of collective intelligence, i.e. a 

manual inspection of the detections derived with optical 

imagery.  
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Fig. 4. Deployment region over China. Sentinel-2 footprints 

are shown in green. The proximity to infrastructure model is 

shown in red.  

 

The Sentinel-2 model is deployed over China (9.3M sqkm), 

as shown in Fig. 4, by making use of the Astraea EarthAI 

platform [4]. To ease the deployment, spatial embeddedness 

has been considered. Specifically, cement production assets 

are relatively geographically dispersed and are also typically 

located near key resources, such as rivers or mineral 

deposits - these spatial features can be used to identify areas 

where assets are more likely to be located to narrow down 

the search. Key infrastructures (railroads, watercourses, and 

industrial service roads) have been extracted from Open 

Street Maps and matched with the training set with a ML 

linear regression on 442 assets, bringing to the final 

deployment region shown in Fig.4. More than 400000 chips 

are scored with the Sentinel-2 RGB model, and a filtered 

dataset is passed to the collective intelligence team to derive 

the final coordinates. The final dataset is shown in Fig. 5. 

3117 cement assets, accounting for ~90% of global cement 

production capacity, have been derived. To be noted, while 

in this paper we focused on the asset localization strategy, 

the dataset comprises other parameters such as plant and 

production type, production capacity (also derived with EO 

data), year production first started and detailed ownership.    

 

 

4. CONCLUSIONS 

 

This study presented a successful demonstration of AI4EO 

(Artificial Intelligence for Earth Observation) framework for 

a relevant topic, such as the derivation of pollutant assets. 

Indeed, the datasets are an important resource to adequately 

assess environment-related risk and impact exposure and the 

diffusion of these risks and impacts through the financial 

system. An extensive manual validation concluded that the 

production capacity has been inferred with continent 

statistics within the 5% error and the datasets are now 

publicly available through the GeoAsset project of the 

Spatial Finance Initiative. 

 

 

 

 
 

Fig. 5. Final Cement Dataset, freely available here:  

https://www.cgfi.ac.uk/spatial-finance-initiative/geoasset-

project/  
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