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Abstract—A crucial step in remedying faults within network
infrastructure is to determine their root cause. However, the
large-scale, complex and dynamic nature of modern architecture
makes root cause analysis challenging. Statistical approaches for
causal inference are promising, however, their deployment has
been historically limited due to their high time complexity. In this
paper we propose a general framework for leveraging the concept
of functional connectivity to reduce the computational overhead
of causal inference algorithms. We demonstrate on synthetic
data that our approach can achieve substantial speedups when
combined with state-of-the-art causal discovery algorithms, with
only a small cost in terms of loss of causal information in some
cases.

Index Terms—Network management, root cause analysis, func-
tional connectivity inference

I. INTRODUCTION

Online outages caused by faults in the underlying net-
work architecture can be extremely costly to modern service
providers [1]. To minimise the impact of potential faults,
operators of such services employ many approaches to predict,
detect and localise faults before they can cause significant
user-facing disruption. In this paper we focus on methods for
determining the origin of a fault, commonly referred to as root
cause analysis (RCA).

Modern network architectures are large-scale, heteroge-
neous and constantly evolving. Additionally, complex inter-
actions can give rise to transient, emergent, faults that are
only observable at run-time and are therefore hard to predict
utilising domain knowledge alone [2]. To address the chal-
lenges posed by modern architecture, researchers have increas-
ingly turned to data-driven techniques for RCA, typically by
inferring meaning from operational data, such as system log
messages. One approach is to use machine learning techniques,
such as deep and recurrent neural networks, which are suitable
for the analysis of large-scale data (e.g. [3], [4]). Another is
to employ statistical methods for causal inference inference
(e.g. [5], [6], [7]). Such techniques do not require training on
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large, representative, datasets and thus are better positioned for
the detection of transient emergent system faults in evolving
infrastructure. However, the application of such approaches
is commonly limited to smaller scale architectures due to
high time complexity [8] (see Fig. 2a). This computational
overhead limits their ability to aid in timely RCA in large-
scale environments, where the median number of failures
experienced in a single day of operation can be as high
as 300 [9] and inferred causalities may not persist due to
dynamicity. Whilst there have been attempts to reduce the time
complexity of such approaches through domain knowledge-
based heuristics, e.g. [10], such approaches often rely on
human-driven knowledge of the underlying system, which is
impractical for modern infrastructure.

To mitigate this high time complexity, we propose to
leverage the concept of functional connectivity (FC). Func-
tional connectivity is widely employed within Neuroscience
to understand relationships between remote brain regions in
the absence of absolute topological ground-truth, by capturing
statistical dependencies in their activity. To identify functional
connectivities we rely on our work introduced in [11] to infer
statistical dependencies within network infrastructure from un-
reliably time-stamped system logs. Constructing a preliminary
graph based on such dependencies allows us to restrict the
initial conditions of causal inference algorithms, reducing the
number of considerations that must be made. We demonstrate
that this can significantly reduce the computational overhead
of popular state-of-the-art causal inference approaches [5],
[12]. Furthermore, we demonstrate that by exploiting any
potential modularity of the inferred connectivities, we can
achieve additional speedups without a significant reduction in
accuracy of causal inference.

II. METHODOLOGY

The speed and accuracy of many state-of-the-art algorithms
benefit from incorporating prior knowledge, such as pairs of
nodes determined not to share a causal relationship. However,
such prior knowledge can be difficult to obtain in complex
systems, such as modern network infrastructure. Our method



for inferring functional connectivity [11] provides a highly
scalable method for generating knowledge of statistical de-
pendencies. Therefore, we propose to use the knowledge
gained from inferred FC as prior-knowledge input for causal
inference.

In Neuroscience functional connectivity is defined as sta-
tistical dependencies among remote neurophysiological events
[13]. The approach provides a powerful method for developing
insights into relationships between neurological components
without knowledge of intricate underlying neuronal connectiv-
ity. In [11] we introduce a method for inferring FC from sparse
and unreliable system log messages (see Section 2.1 below
for brief summary). Unlike causal inference methods, inferred
relationships here are purely correlative in nature and do not
provide any insight into causal interactions. However, the
scalability of this approach allows the creation and continuous
updating of a knowledge graph of pair-wise relationships
within commercial infrastructure.

Here, we describe a two-step process. The first step is to
continuously infer functional connectivity to regularly update
and maintain an accurate snapshot knowledge-graph of sta-
tistical dependencies within the system. Enabled by the low
computational overhead of our FC inference approach. The
second step is to utilise this knowledge-graph in combination
with causal inferences methods to significantly reduce their
computational overhead and provide timely actionable causal
information to aid in fault recovery. We propose two methods
by which the FC-based knowledge graph can be leveraged to
reduce computational overhead.

Conjecture 1: Devices that do not demonstrate statistical
dependence, as assessed by our FC metric, will not have a
causal relationship

This conjecture allows us to restrict the initial condition
of causal inference algorithms to only consider relationships
between nodes that share a functional edge, considerably
reducing the total number of considerations that must be made.

Conjecture 2: Removing edges between non-overlapping
communities produces disjoint subgraphs with high statistical
dependence, with minimal loss of causal edges.

This second conjecture allows us to use densely connected
FC clusters, as detected by non-overlapping community detec-
tion, to divide our initial knowledge-graph into disconnected
components by removing edges between communities. By
removing sparse edges, we aim to remove as few potential
causal edges as possible to allow a parallel deployment of
causal algorithms. To illustrate the potential of our framework
utilising Conjecture 1 or Conjecture 1 and Conjecture 2 jointly,
we demonstrate its application in combination with either the
PC algorithm or DirectLiNGAM, two state-of-the-art causal
inference algorithms.

A. Inferring Functional Connectivity

In our method [11] pair-wise statistical dependence of
device log activity is estimated by counting the number of
times log events occurred within a given time lag σ for
each pair of devices X and Y producing log messages in

Fig. 1: Events are binned, with a 1 indicating the presence of
at least one event and a 0 indicating the absence of any events
in a specific time bin. A high number of coincidental events
within a given lag σ results in a functional edge between two
nodes.

time window T (Fig. 1). Both positive and negative lags are
considered to address the issue of concurrency and timestamp
inaccuracy. Total co-occurrent counts are then compared to the
expected values if X and Y were independent and uniformly
distributed random variables emitting the same number of
events nX and nY over the same time period T [14]. This is
used to produce a score S quantifying the likelihood of X and
Y being functionally connected, and denoted by a functional
edge between X and Y .

The metric described above is then embedded in a learn-
ing framework to account for the underlying variability of
relationships within dynamic infrastructure. Free parameters
are optimised using an error criterion that minimises surprise,
defined as the occurrence of observing scores between nodes
X and Y in a specific time window that do not match the
belief of whether or not a functional edge existed between X
and Y in the previous window.

B. The PC Algorithm

The PC algorithm [15], [16] is a constraint-based causal dis-
covery algorithm. Starting from a complete graph it eliminates
spurious, non-causal, edges through conditional independence
testing on sets of all possible combinations of nodes. Once all
non-causal edges are removed, remaining edges within the so-
called skeleton graph are directed by identifying immoralities
where dependence is blocked by a collider. Directed edges
are further extended by fully directing partially direct paths
incident on a collider, exploiting the fact that all immoralities
would have been found in the previous step. For further detail
see [16].

It has been demonstrated that the PC algorithm can be
employed to extract operationally exploitable causal relation-
ships from system log data [5]. However, due to the pair-wise
conditional independence comparisons made by the algorithm
with all possible conditioning sets, the PC algorithm can incur
significant processing times [11].

C. DirectLiNGAM

The DirectLiNGAM approach [17] is a method for directly
learning a linear non-gaussian acyclic model (LiNGAM) of an



underlying causal structure. The approach estimates the causal
order of variables through repeated pair-wise independence
testing, in each iteration moving the least dependent variable
to a causal order list and regressing all remaining variables on
it. The estimated causal order list is then used, based on the
assumed direct acyclic graph (DAG) structure of underlying
causalities, in combination with co-variance based regression
to determine the direction and weight of relationships, if they
exist. Whilst the theoretical guarantee of LiNGAM for discrete
variables is unknown, it has been recently demonstrated to
work for Bernoulli noise (S. Shimizu, personal communica-
tion, Dec. 2021), and we confirmed it performed well on
discrete data produced by a Poisson process (see Fig. 2b).

As methods for estimating the LiNGAM model inherently
produce fully directed and weighted DAGs, they can provide
more complete and operationally useful causal information
to operators compared to partial approaches such as the PC
algorithm [12]. On one hand, the repeated pair-wise regression
and independence testing used by DirectLiNGAM can incur
large computational overheads [18], making it unsuitable for
large-scale RCA. On the other hand, it has been suggested
that even a small amount of prior-knowledge can significantly
increase the accuracy of the causal inference [17] and therefore
using DirectLiNGAM in our framework is a natural solution.

III. RESULTS

In this section we experimentally evaluate the effectiveness
of our approach on a synthetic dataset, in terms of precision
and recall of inferred causal edges and time complexity, when
compared to DirectLiNGAM and the PC algorithm without
leveraging inferred FC.

A. Synthetic Dataset

Synthetic datasets were created similarly to the approach
introduced in [12]. Nodes were first grouped into DAGs
such that their sizes followed a truncated normal distribution
centred around 3. Nodes were then represented as Poisson
processes, whose rate was controlled by the parameter λ. To
encode causal information, when a node X emitted an event
it influenced the rate of directly (causally) related nodes Y in
accordance with DAG structure, proportionally to the weight
of the directed edge between the two nodes. To quantify the
speedup of exploiting FC we produced 10 days worth of data
for networks varying from 1 to 100 DAGs (4 to 323 nodes)
with a base λ value corresponding to 100 events per day. DAGs
remained static across all 10 days. FC was inferred by first
training on 5 days worth of data before averaging inferences
over a further 5 days with a time-window of 1 day and lag
of 15s. Causal inference, with or without leveraging FC, was
carried out on the final day’s worth of data.

B. Functional Connectivity Pruning

We first tested Conjecture 1 by pruning the initial state
of causal algorithms to the inferred functional edges. Fig.
2a demonstrates that both DirectLiNGAM and PC algorithm

exhibit an exponential time complexity, with DirectLiNGAM
showing a very large computational overhead, taking 31hrs to
complete on the largest network size (323 nodes). However,
through restricting the initial conditions of the algorithms
to the known statistical dependencies, we could reduce the
computational overhead of both algorithms. This reduction
was particularly pronounced for the PC algorithm, reducing
the processing time by a factor 52 for the largest network
size, from 1.5hrs to 93s. The reduction was less significant
for DirectLiNGAM (factor 2), likely because of its own soft
application of prior-knowledge (see [17]).

When comparing inferred edges to known ground-truth
DAGs (Fig. 2b) we found that in all cases Scenario 1 demon-
strated no significant change in the sensitivity or precision
of causal inferences made by the PC algorithm. For Di-
rectLiNGAM we saw a small decrease in sensitivity across
the board, although, overall sensitivity remained very high
(> 0.9). Nevertheless, this small decrease in sensitivity saw
a substantial increase in the precision of the causal inferences
made by DirectLiNGAM. Further, this improvement in preci-
sion increased with network size.

C. Combined Pruning and Exploiting Community Structure

Next we tested the impact of both Conjecture 1 and Con-
jecture 2 by combining FC-based pruning and parallelisa-
tion using community detection. Fig. 2c demonstrates that
this combined approach drastically reduces the computational
overhead of both algorithms, with the PC algorithm and
DirectLiNGAM incurring a computation time of only 22s and
7s respectively on the largest network size.

Despite the significant acceleration demonstrated in this
combined approach, we found that when comparing inferred
causal edges to underlying DAGs we still saw no significant
change in the precision and recall of the PC algorithm (Fig.
2d). Moreover, DirectLiNGAM only demonstrated a small
additional decrease in sensitivity compared to employing just
FC-based pruning and an even smaller difference in precision,
maintaining a markedly higher precision than that of the
DirectLiNGAM algorithm without incorporation of FC prior
knowledge (Fig. 2d).

IV. DISCUSSION AND FUTURE WORK

The significant speedups of two state-of-the-art causal al-
gorithms presented here highlights the potential power of
exploiting inferred FC to constrain causal inference to facilitate
its application to large-scale commercial infrastructure. Whilst
we observed, in some cases, a reduction in sensitivity due
to the removal of causal edges, we believe that this is a
small price to pay for the significant speedups demonstrated as
well as the additional increases in precision for certain causal
inference approaches.

As the impact of our approach on the accuracy of causal in-
ference is likely dependent on the accuracy of the inferred FC,
future work will consider more realistic scenarios, including
dynamic changes in underlying causal topology.



(a) Speedup of Conjecture 1 (b) Accuracy of Conjecture 1

(c) Speedup of Conjecture 1 & 2 (d) Accuracy of Conjecture 1 & 2

Fig. 2: Time complexity and precision (triangle) - sensitivity (star) of the PC algorithm (red) and DirectLiNGAM (blue) with
(dashed line) or without (solid line) leveraging FC for either pruning (Conjecture 1) or pruning and community-structure based
parallelisation (Conjecture 1 & 2).

The drastic speedups achieved by applying causal inference
in parallel over dense clusters of FC are highly reliant on the
size of the largest FC cluster. To understand the implications
and subsequent expected speedups when applying such an
approach to real-world commercial infrastructure we must
determine the size of communities that can be expected from
such data. To this aim we plan to apply our approach to two
datasets from real-world commercial infrastructures introduced
in [19].

As the number of nodes in our inferred FC grows, a potential
bottleneck in our proposed approach becomes community
detection, which, for large graphs, can incur considerable
computational overheads. Future work will explore the use
of fast and scalable community detection algorithms, such
as those implemented on GPU (e.g. [20]). Since Fig. 2d
suggests that pruning edges between disjoint communities can
cause some loss of sensitivity of the causal inference, we
will also consider the use of overlapping community detection
algorithms (e.g. [21]), which could help preserve potential
causal edges between communities.
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