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Most experimental and online studies in the empirical social sciences rely on online panels from 

crowdsourcing platforms, such as Amazon Mechanical Turk (MTurk), Prolific, Qualtrics Online Panel, 

and their lesser known competitors. The key benefit of all of these services is an easy and affordable 

access to a large pool of diverse participants, a privilege that was previously reserved for globally 

leading and financially independent universities. However, this newly achieved levelled playing field 

comes at a cost. Semi- or fully automated response tools, also called bots, decrease data quality and 

reliability. This case describes how two online studies were conducted on a crowdsourcing platform 

in anticipation of bot responses. Specifically, the case offers insights into the study design process, 

the selection of appropriate survey questions and bot traps, as well as the ex-post analysis and 

filtering of bot responses. Best practices are identified and potential pitfalls explained. The 

description should aid readers in designing anticipatory online studies and experiments to increase 

their data quality, validity, and reliability. 



By the end of this guide, students should be able to . . . 

(1) appreciate the pros and cons of online studies and experiments using crowdsourcing platforms 

(2) understand the capabilities of artificial intelligence and its impact on online research studies 

(3) identify potentially fraudulent data entries 

(4) incorporate validity checks and bot traps into one's study design 

(5) handle bot entries ex-post. 

Project Overview and Context 

Two online experiments were conducted to assess the impact of human interaction on financial 

overconfidence. It was assumed that perceived interaction would have a decreasing effect on a 

person’s excessive confidence in the accuracy of that person’s financial knowledge. Participants 

had to answer 20 financial quiz questions and their confidence was measured either right after a 

https://s3.eu-west-2.amazonaws.com/assets.creode.advancehe-document-manager/documents/hea/private/writing_learning_outcomes_1568036949.pdf
http://www.fresnostate.edu/academics/oie/documents/assesments/Blooms%20Level.pdf


question or right before a block of ten quiz questions. Perceived interaction was designed with 

an algorithmic chat interface that randomly displayed a set of situational responses. The driving 

factor behind the experimental data collection was that results from secondary data could have 

been driven by causal selection, also called reversed causality. In order to rule out that those 

who are overconfident might be per se less likely to interact with others on a subject matter, 

randomized controlled experiments were needed. 

Traditionally, such experiments would have been conducted in a computer lab with 

undergraduate students. However, this experimental approach is usually plagued by small and 

less diverse samples. Undergraduates studying at the same institution have been pre-vetted by 

the admissions process and are usually drawn from a rather homogenous subpopulation. In 

addition to these theoretical shortcomings, the COVID-19 pandemic made it impossible to run 

on-site experiments. Consequently, data were collected on Amazon Mechanical Turk (MTurk), 

the market leader among crowdsourcing platforms. Both online experiments were preregistered 

on the Open Science Framework (OSF) to enable transparent data collection and analysis. While 

time consuming and potentially risky, it is always recommended to preregister all hypotheses 

and study designs prior to any data collection efforts. This enables others to understand and 

appreciate how a study was designed, conducted, and subsequently analyzed. 

Section summary 

• The two online experiments discussed in this case try to assess the impact of 

perceived human interaction on financial overconfidence. 

• Computer lab-based experiments have shifted towards crowdsourcing platforms. 

• Online studies and experiments should be preregistered prior to any data collection. 

Research Design 

For the first experiment, primary data were collected on MTurk in October 2020. Prior to any 

data collection, an anticipated sample size was estimated using information drawn from 

previous studies that relied on a similar sample. Alternatively, a power analysis could have been 

conducted to estimate a target sample size. The preregistered target for this experiment were 

300 participants. All participating online panelists on MTurk, also called MTurkers, received $0.8 

in exchange for their time. This yielded a median hourly wage of $7.72. The monetary incentive 

was above the US federal minimum wage of $7.25 per hour at that time. No restrictions in terms 

of demographics or historic approval rating on the platform were made and interested MTurkers 

were informed that the study would involve answering 20 financial quiz questions. The target 

was reached within approximately 1.5 hours, implying an appropriate incentive to participate. 

However, 23 MTurkers had to be reassigned prior to any data analysis due to a violation of 

MTurk protocol (e.g., no survey code was provided). Reassignments allow other MTurkers to 

participate in a study even after the targeted sample size has been reached in order to account 

for problematic data entries. In other words, 23 participants were oversampled. Most 



crowdsourcing platforms rely on a system of input codes, not unlike passwords, to monitor their 

participation. Without this code, a participant cannot be linked to an actual MTurker. Therefore, 

data entries without such a code need to be reassigned to ensure data integrity. Initially, 359 

participants provided consent and started the survey. Of those, 95.82% completed the study. 

For the second online experiment, primary data were also collected on MTurk in October 2020. 

The preregistered target of 600 participants was set in exchange for at least $.85, yielding a 

minimum median hourly wage of $6.22. All interested MTurkers were informed that one out of 

20 participants would be randomly selected to receive an additional $.1 per correct answer to 

any of the 20 financial quiz questions. Performance incentives should ensure realistic test taking 

behavior. Unlike flat participation incentives in the first experiment, performance incentives only 

reward those who correctly answered any of the 20 financial quiz questions. Selected 

participants were chosen based on a random sample without replacement with a random seed 

of 12345 in Stata SE 16.1. It is important to implement a good randomization scheme to choose 

participants who will receive a performance incentive. Otherwise, MTurkers may feel unfairly 

excluded. The performance incentive increased the participation payment by up to 235%. 

MTurkers only saw the study if they resided in the United States, had a historic approval rating 

on the platform of more than 98%, and did not participate in the first experiment. The target 

was reached within approximately 2 hours, implying an appropriate incentive to participate. No 

MTurkers had to be reassigned. Initially, 757 participants provided consent and started the 

survey. Of those, 82.69% completed the study. 

There are a number of things that are worth exploring in greater detail. First, one may notice 

that the completion rate for the first experiment was substantially higher than for the second 

data collection. This is likely due to the fact that the first study took around seven minutes to 

complete, while the second experiment required an average of ten minutes from start to finish. 

Online studies should aim to be brief in order to keep the dropout rate at an acceptable level. 

Any study at or over the 10-minute threshold will need to provide greater monetary incentives 

to keep crowdsourced participants engaged. A dropout rate of about 17% might indicate that 

the second experiment was not successful in keeping MTurkers motivated.  

Second, given a much greater targeted sample size for the second iteration, participation per 

minute was notably higher than the first time around. A potential reason may be the presence of 

performance incentives. Panelists on crowdsourcing platforms participate because of economic 

considerations. There is a sizable minority that relies on these platforms as a primary source of 

income. Consequently, a combination of different incentives schemes is more appealing to 

crowdsourced participants and can, as discussed, increase data quality. 

Lastly, the first experiment did not enforce any requirements regarding an MTurker’s profile. As 

seen in the second experiment, researchers can select a number of free or premium filters to 

preselect their samples. The filters range from country of residence to certain occupations, 

personality traits, and other more obscure characteristics. Filters should be used whenever it is 

scientifically necessary and reasonable to exclude participants based on demographics or past 

performance indicators. For instance, the second experiment focused on US financial decision-

makers, and it was scientifically sound to exclude the rest of the world due to the nature of 

included survey questions. 



Given the aforementioned monetary incentives to participate in crowdsourced online studies, 

one may wonder if bad-faith actors have tried to hijack these platforms to make easy money. 

Lamentably, the answer is yes. The following section exclusively focuses on experimental designs 

to mitigate their influence. 

Section summary 

• Incentives are important aspects of any research study but even more so for online 

experiments. 

• Online studies and experiments should aim to be brief to reduce the likelihood of 

dropouts. 

• Crowdsourcing platforms allow researchers to filter potential participants prior to 

launching a study on their platforms. 

The Role of Artificial Intelligence in Crowdsourced Research 

In order to appreciate the capabilities and limits of bot traps, it is important to first understand 

the nature and prevalence of bots on crowdsourcing platforms. In the past, fraudulent data 

entries on crowdsourcing platforms were mainly connected to virtual private networks (VPNs) to 

bypass internet protocol (IP) filter, for instance the aforementioned filter on country of 

residence. However, there are ways to detect commonly used VPNs and researchers, such as 

Kennedy et al. (2020), as well as providers were able to spot them. Next, inventive panelists tried 

to increase the number of surveys they could take per hour by using semi-automatic tools to 

answer commonly used multiple choice questions (MCQs), for instance Likert scales. However, 

these tools did not have the ability to learn from past survey taking behavior and their responses 

were either randomized or simply arbitrary. Researchers are able to detect them by using 

attention checks or reversed-coded items (e.g., switching between 1 representing “very good” to 

1 indicate “very bad” for a Likert scaling, originally ranging from 1 “very good” to 5 “very bad”).  

In order to avoid further scrutiny, some statistically savvy bad-faith actors realized that artificial 

intelligence (AI) can dramatically increase the accuracy of computerized test taking behavior. 

They used advanced algorithmic models and trained them with publicly available data 

repositories to reach human-like accuracy. Bots in training also use easily accessible surveys on 

social media platforms. Yet while some scientists, such as Goodman and Paolacci (2017), seem 

convinced that crowdsourced research produces reliable results, more recent reports by Simone 

(2019), Chmielewski and Kucker (2020), Kennedy and colleagues (2020), and others, suggest that 

unchecked data may be compromised with bot rates beyond 90%. Virtually all providers claim 

that they use finely tuned algorithms to detect and remove fraudulent user profiles. However, 

bot operators always seem to be one step ahead, adjusting and relaunching their bots as soon as 

a provider detects non-human responses. Researchers, too, try to spot bot entries. The following 



chapter describes how bot traps were used in the two online experiments in order to mitigate 

the impact of AI-driven data entries. 

Section summary 

• Some panelists on crowdsourcing platforms use VPNs to bypass IP restrictions but 

there are tools to detect them. 

• AI can be used to answer surveys online and sophisticated bots can reach human-like 

accuracy. 

• Some online studies reported more than 90% bot responses 

Bot Traps in Action 

Both online experiments included a set of two independent bot traps. First, participants were 

asked to solve a revised version of Google’s completely automated public Turing test to tell 

computers and humans apart, or reCAPTCHA v3 (von Ahn et al., 2008). As the name suggests, 

the service aims to reliably differentiate between bots and participants by asking them to 

identify objects (e.g., buses, traffic lights, bicycles, etc.) on blurry pictures. Every version of this 

test has been compromised yet it remains the most commonly used tool to block bots from 

abusing online services (Akrout et al., 2019; Baecher et al., 2011; Sivakorn et al., 2016). Despite 

its limitations, the first bot trap was intended to sort out bots early in the study. In fact, 

reCAPTCHA v3 was the first item every participant saw after providing informed consent. The 

benefits of Google’s service are that it is freely available and most online survey platforms offer 

a readily insertable version of it. 

The next bot trap was presented in the second to last block, just before participants were asked 

to provide demographic information about themselves. This time, all remaining MTurkers were 

asked to select an image depicting a banana among three pictures, showing multiple bananas, 

apples, and tomatoes. Participants had to realize that none of the pictures showed just a single 

banana, but the closest possible option was the image depicting multiple bananas. The second 

bot trap was less time intensive compared to reCAPTCHA v3. However, both traps relied on fuzzy 

visual matching – an algorithmic function that can be easily incorporated into a bot’s source 

code. In other words, AI-based tools that can pass Google’s reCAPTCHA v3 have a good chance 

of passing the second bot trap as well. While it is nontrivial to assess whether this actually 

happened, there is conflicting empirical evidence from the two online experiments, suggesting 

that both bot traps might have been sufficiently distinct. For instance, 15 bots were detected in 

the first experiment. This represents 4.18% of the sample. However, only four bots failed to pass 

reCAPTCHA v3, while 11 were unable to differentiate a banana from an apple or a tomato. In 

contrast, 44 bots were detected in the second experiment (5.81% of the sample) and 40 of them 

failed to pass reCAPTCHA v3. This might suggest that distinctly sourced bots in training were 

operating in the two studies. 

Section summary 



• Google’s reCAPTCHA v3 is a bot trap that is widely used around the globe to prevent 

bots from abusing online services. 

• A variety of bot traps should be added to an online study or experiment in order to 

protect data integrity. 

Practical Lessons Learned 

Both online experiments showed a relatively low prevalence of bot entries with 4.18% and 5.81 

%, respectively. Does this mean that there was only a hand full of bots in these studies? 

Lamentably, no. It must be assumed that only a fraction of all bots was identified by the two 

different bot traps. All of these AI-based tools were either crudely programmed or still in 

training. As previously mentioned, sophisticated bots can respond with human-like accuracy and 

are virtually undetectable by their response patterns. This is because they draw from actual 

human responses and adjust their behavior, including the time they “spend” to finish a survey, 

accordingly. Bots can write novels, advice medical professionals, draw paintings, and much more 

(Bringsjord & Ferrucci, 1999; Krittanawong et al., 2017). Surpassing bot traps and responding to 

relatively simply surveys is arguably on the lower end of the spectrum of capabilities of well-

trained algorithmic response programs. 

Nevertheless, researchers need to proactively filter out as many bot responses as possible 

without discarding actual observations. Data from the two online experiments were handled 

prudently in order to preserve data integrity. If in doubt, an observation was kept rather than 

dropped. This is because even piloted studies can turn out to be noisy and real responses should 

never be discarded. The downside to this approach was a variance inflation due to a large spread 

and some noticeable illogical data entries. Researchers could avoid such responses by applying a 

rigid system of audiovisual bot traps (e.g., describing what one hears and sees in a textbox) that 

starkly deviate from those presented in this case study. This, too, comes at a cost though. First, it 

requires audio-enabled devices and sufficiently willing and motivated participants. Second, such 

bot traps would significantly increase the time required to fill out an online survey. Both of these 

aspects imply much greater monetary incentives would be needed to keep dropouts at an 

acceptable rate. Alternatively, behavioral scientists might opt to drastically increase their 

targeted sample sizes in order to minimize fringe effects on their datasets. However, this will 

also increase the costs of running online studies and experiments. Furthermore, it might 

arguably create an even greater incentive to flood the market with bots in order to profit from 

an increased demand on crowdsourcing platforms. 

Section summary 

• It is virtually impossible to filter out sophisticated bot by the way they respond as 

their answers are based on actual human responses. 

• No easily implementable bot trap is bulletproof. 

• Researchers have to balance data integrity and survey length or complexity in order 

to keep the dropout rate at an acceptable level. 



Conclusion 

Crowdsourcing platforms enabled researchers from around the globe to access a large pool of 

relatively diverse panelists at a fraction of the costs of more traditional methods of data 

collection (e.g., in-house subject pools). As illustrated in this case study, these platforms can be 

used to collect a sufficiently large sample size within a matter of hours. However, researchers 

have noticed a substantial decline in data quality for studies that were launched on 

crowdsourcing platforms. The observed effects can be directly or indirectly linked to the advent 

of survey bots that use AI to efficiently and, more often than not, accurately answer survey 

questions. The presented online experiments utilized two different bot traps to detect and filter 

as many of these bot observations as possible. However, the relatively low frequency of bot 

entries in both studies suggests that only a some of these fraudulent observations might have 

been detected. Future studies might want to opt for a more rigid system of bot traps. While this 

would increase the time needed to complete the study and the associated cost to sufficiently 

incentivize participants, it could substantially increase the number of detected bot responses. 

Selecting the appropriate number of bot traps is a balancing act but researchers should not shy 

away from the described tools in order to protect data integrity. 

Finally, one may wonder whether utilizing crowdsourcing platforms remains to be a viable 

option to conduct research online despite the detrimental effects of bot responses on data 

quality and integrity. While the answer may depend on a researcher’s professional environment 

(e.g., access to a large in-house subject pool), for the majority of online studies and experiments, 

crowdsourcing platforms will continue to play an important role. Compared to other methods of 

data collection (e.g., student samples, email lists, etc.), crowdsourcing services are comparably 

inexpensive, offer rapid responses from an international subject pool, and are easy to handle 

and monitor. Almost all methods of data collection involve some form of protection to ensure 

data integrity. For instance, lab experiments involve thoroughly deidentifying participants. 

Additionally, their computer terminals need to be monitored and confounding effects (e.g., 

unscripted conversations between participants) need to be minimized. This case study illustrates 

how bot traps can give some form of protection against fraudulent data entries. If best practices 

are followed and constantly improved, researchers can still benefit from crowdsourcing 

platforms. 

Discussion Questions 

 



1. Critically discuss the pros and cons of using crowdsourcing platforms to conduct online

studies.

2. Critically evaluate the following statement: “Bot traps are expensive and lead to higher

dropout rates.”

3. Assess Google’s reCAPTCHA v3 in the context of bot traps for online studies.

4. How would you evaluate the integrity of a dataset with bots accounting for 7% of all cases?

Multiple Choice Quiz Questions 

1. reCAPTCHA is:

a. an expensive Google service

b. a method to help distinguish between human and bots

c. a survey method to increase participation rate

2. Bot traps can:

a. Reliably detect all bots in online studies

b. Decrease the time needed to fill out a survey

c. Increase data quality

3. Please select the statement that best describes crowdsourcing platforms.

a. Commercial platforms that offer researchers access to a large subject pool

b. University services to facilitate online research

c. Platforms to provide bad-faith actors with a reliable source of income
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